
TOWARDS ADAPTABLE 
AND DEPLOYABLE 
WILDLIFE DETECTION 
FROM AERIAL IMAGERY

MASc Seminar
Jayden Hsiao,
Systems Design Engineering

11/28/25



PAGE  2



PAGE  3



Context
§ Accurate wildlife population monitoring is essential 

for understanding ecological health and guiding 
conservation efforts.

§ Aerial imagery enables large-area monitoring but 
counting remains labour-intensive and prone to 
inconsistency.
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Motivation
§ Advancements in computer vision have enabled automated, scalable, and accurate wildlife counting.
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Motivation
§ Advancements in computer vision have enabled scalable, accurate, and automated wildlife counting.

§ However, several challenges remain:
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Opportunities for Improvement
§ In this seminar, I’ll be proposing a holistic solution to these problems.
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Contributions:

1. A multi-species, language-
enabled wildlife detection 
model supporting open-
vocabulary detection.

2. A human-in-the-loop 
annotation workflow allowing 
incremental fine-tuning from 
user corrections.

3. A case study with the Arctic 
Eider Society demonstrating 
the effectiveness of these 
components in real-world 
ecological monitoring.



A multi-species, language-enabled wildlife detection model 
supporting open-vocabulary identification.

Collaborators: Muhammed Patel, Javier Noa Turnes

CONTRIBUTION 1
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Research Question
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§ How might we leverage cross-modality embeddings and pretraining on global wildlife datasets to 
create a single detection model that generalizes well to novel or few-shot species and environments?



Dataset
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§ Consolidation of 
25 publicly-
available aerial 
wildlife datasets.



Dataset
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§ Partitioned into: 

§ 15 for 
pretraining

§ 7 for evaluation 
on novel species

§ 3 for evaluation 
on novel 
environments



Modeling
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Experiments
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§ Pre-trained on eight A100-40GB GPUs for 20 epochs ≈ 20 hours

§ Training and inference on 1024 x 1024 patches, merged predictions to produce full-scale images

§ Metrics included:

mAP50 ↑
(how well did it localize and classify?)

RMSE ↓
(how well did it count?)

F1 ↑
(how well did it classify?)



Results – Literature Comparison (Pre-training Datasets)
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🤔 Is our single OpenWildlife model competitive with several existing models in literature when trained on 
the same data splits?

✅ We outperform most existing methods, except for the Qian and Virunga-Garamba datasets.



Results – OW Keyword vs OW Sentence
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🤔 Do LLM-generated captions help OpenWildlife’s ability to detect species?

🤷 In certain situations, captions can improve classification accuracy. However, this is inconsistent.



Results – Novel Environments
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🤔 How does our OpenWildlife model perform on 
environments that it hasn’t seen in training?

✅ Up to 0.733 mAP50, surpasses literature results when 
fine-tuned.



Results – Novel Species
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🤔 How does our OpenWildlife model perform on 
species that it hasn’t seen in training?

✅ Up to 0.597 mAP50, competitive with literature 
results when fine-tuned. Model exhibits semantic 
understanding.





An annotation workflow allowing incremental fine-
tuning from user corrections.

Collaborators: Aryan Kalia, Zhonghao Zhang, Hudson Sun, 
Muhammed Patel

CONTRIBUTION 2
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Research Question
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§ How might we design a system where a model learns incrementally from human correction on aerial 
imagery of high-density wildlife?



Limitations with Existing Systems
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§ Roboflow and CVAT do not 
support incremental re-training 
of a model.

§ LabelStudio supports re-training, 
but it assumes that the image is 
fully-labeled. 

§ For dense wildlife imagery, 
fully correcting model 
predictions before re-training 
is time-consuming.



Methodology
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Methodology – Quality-of-life Features
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§ Dynamic bubbling based on proximity 
(Hierarchical-DBSCAN)

§ Model checkpointing, weight uploads, and 
training parameter changes from UI



A case study with the Arctic Eider Society demonstrating 
the effectiveness of these components in real-world 

ecological monitoring.

Collaborators: Aryan Kalia, Zhonghao Zhang, Hudson Sun, Muhammed 
Patel, Becky Segal, Joel Heath

CONTRIBUTION 3
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Research Question
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§ Does the combination of OpenWildlife and our custom LabelStudio interface improve real-world 
wildlife conservation efforts at the Arctic Eider Society?



Arctic Eider Society (AES)
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§ Based in Sanikiluaq, 
Nunavut.

§ Advocates for 
environmental and 
social justice issues 
facing Indigenous 
communities in the 
Canadian Arctic.



Dataset
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§ AES was founded to assess the impact of climate change on eiders.

§ Backlog of 750 unanalyzed survey images from 2002, 2008, and 2021.

§ Train: six images (8,339 annotations), took AES co-op four months.

§ Test: 10 images (35,000 annotations), took us two weeks (with model).



Results – Accuracy of HITL Training
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🤔 Does each successive step of HITL training improve model performance on our test dataset?

✅ Yes, the accuracy on the test dataset improves, up to a 22% error from the GT.

Pre-trained: model trained only on 15 
aerial wildlife datasets following 
OpenWildlife pre-training.

Fine-tuned: pre-trained model further 
fine-tuned using the 6 fully annotated eider 
colony images.

HITL: fine-tuned model further refined by 
incorporating incremental human feedback 
using the annotation interface on 5 separate 
images.



Results – Efficiency of HITL Workflow
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🤔 Does the HITL workflow improve the efficiency of annotation?

✅ Yes, the HITL interface reduces the time required to annotate a single image by 87.5%.
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CONCLUSION
Contributions:

1. A multi-species, language-
enabled wildlife detection 
model supporting open-
vocabulary identification.

2. A human-in-the-loop 
annotation workflow allowing 
incremental fine-tuning from 
user corrections.

3. A case study with the Arctic 
Eider Society demonstrating 
the effectiveness of these 
components in real-world 
ecological monitoring.


